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5.1 Introduction

]

In addition to managing processes, the operating system also manages the primary
memory of the computer. The part of the operating systém that handles this job is
called the merhory manager. Since every process must have some amount of
primary memory to execute, the performance of the memory :ﬁanager is crucial to
the performance of the entire system. As the memory is central to the operation of

any modern operating system, its proper use can make a huge difference.

The functions of memory manger are

.(i Itk{aeps tracks of primary memory i.e. what part of it are in use by whom, what

part are not in use etc.
(i) In multiprogramming, it decides which process will get memory when and how much
(iii) | Allocates the memory when the process or program request it to do so.

(iv)  Declaims (deallocate) the memory when the process no Ionger needs it o'
has been termlnated

[120]
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tion and ing :
V) Protec Sharing : The Memory manager should also make sure that

Memory Hierarchy

gag acqesses a memory location, which is not being used by any
other process. It is done to protect the already used memory location from
being allocated 1o some other processes running concurrently. If a process
attempts to modify the contexts of memory locations that do not belong to it,

the operating system's memory protection routine intervenes and usually
terminates the program,

5.2
/ . .
A typical memory hierarchy is shown in figure 5.1
1 CPU
Registers
i
Cache Memory mn;;
T .
Malin Memory
b ®
' Magnetic Disk
Opical Disk ey
I
Magnetic Tape !
FIGURE 5.1
As one goes down the hierarchy, the following
() Increasing access time.
(i) Increasing capacity.
(i) Decreasing cost per bit.
CPU.
(iv) Decreasing frequency of access of the memory by the e AT,
Thus smaller, more expensive, faster memories upplemented by larger, ,
slower memories.
¥ L ical VS Physical Address Space
\g a lySl

Before discusssion of memory a

llocation methods, Let us take a loo

addr ess space and physical address space.

k of logical

[121]
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Logical Address

° When CPU gen
' ddresses are used to refe
In other words you can say that logical a rengg A

information or data within a program'’s address space.
Logical address is also referred as virtual address.
The set of all logical addresses generates by a program is referred ag '°9ica|

erates an address, it is referred as Iogicalvad’qreSS_

5 J

address space.
Physical Address V1 /0

An address which is obtained in memory address register is referred ag Physic,

address.
e In other words you can'say that physical addresses represents the actyy

main memory addresses where the program/data are étO(e'd;

e e—

e  The set of all physical addresses correspohding to all logical addresses ofz
program is referred as physical address space of that program.

Logical and physical addresses are the same in compile time and load-time. But
logical and physical addresses are differ in execution-time.

Figure 5.2 shows the notion of logical and physical address space.

o Program 1
“Instruction 1
Instruction 2
mammmnq 2%:229
. Address
L] ﬁ‘ o
Binding Process 1
- m
_Maln Memory
i Instruction (Physical Address Space)
l.Jser View Space
(Logical Address Space)
—— ___/

FIGURE 5.2

.al
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5.3.1 Memory-Management Unit (or Program relocation)

Memory-Management Unit (MMU) is a hardware device that maps logical address
to physpal adc.iress. In a simple MMU scheme, the value in the relocation register
(A gpecnal register in the CPU) is added to every address generated by a user
process at the time it is sent to memory as shown in the fig. 5.3. The scheme is
called Program relocation or dynamic relocation. Hence,

physical address = logical address + context of relocation register.

There are many different methods for accomplishing such a mapping. The user
program deals with logical addresses; it never sees the real physical addresses.
The entire data and program must be in physical memory before it starts executing.

Relocation
Register

9000

Logical Address Physical Address
' m —- Memory

CPU > + >
. 810 u 9810

FIGURE 5.3 [ Dynamic Relocation ]

Swapping

it has to be first loaded from the secondary

storage (like hard disk) to the main memory (RAM). This is called process loading.
In addition, the process has to be loaded back to the secondary memory after its
execution. Since, memory is limited and the other processes need it for their use
s, which is called swapping.

[123]

When a process is to be executed,

an operating system swaps the two processe

4
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5.5

‘ - Secondary Storage
Main Memory < >
Operating System
Swap Out Process
P1

User Space

B Swap In Process

- P2 j

FIGURE 5.4 [ Process Swapping ]

The operation of a swapping system is shown in Fig. 3.4. Initially only process P1 s

in memory. Then processes P2 is Created or swapped in from disk. P1 is swapped
out to disk. A -

In multiprogramming, where many processes can reside in the memory at the same
time, swapping creates multiple holes in memory; it is possible to combine them all
into one big one by moving all the processes downward as far as possible. This

technique is known as memory compaction. It is usually not done because it
requires a lot of CPU time.

Memory Allocation

. Techniques (or memory management
techniques)

Memory (or storage) allocation techniques are of two types.

(a) - Contiguous Storage Allocation - Co

memory area, Examples are
c Single Partition Allocation

° Multiple Partition Allocation
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(b) Non-Contiguous Storage Allocation :

In non-contiguous storage allocation,

rogram'
aprogram's data and instructions may occupy non-contiguous area of memory.
Examples are

e Paging
° Segmentation

‘Memory allocation techniques are summarised in fig. 5.5

Memory Allocation Techniques
Contiguous Storage Non-Contiguous Storage
Allocation : Allocation
| : ‘
| ./\. /\'
Single Partition Multiple Partition Paging : Segmentation
Allocation (Single User) Allocation ‘
Fixed Size Variable Sized
Partition Partition
FIGURE 5.5

Let us discuss these memory allocation techniques one by one.

3.6 Single I;}zrtition Allocation (Single user or single process
~ contiguous allocation)

The simplest possible memory management scheme is to run just one program ata
time. In this scheme, the memory is d divided into two parts. One part holds the operating
System and the remaining holds the users processes which are loaded and executed

————— e ¢ e ——

_,.-'——————"“’"_'—-W
One at a time, in response to users . command as shown in figure 5.6. When user

i ——

. DMletes its task |t is taken out of main memory and another requeStlﬂg

e

Process is brought into the memory by the operatmg system

[125]
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Operating System
User
Process
L. —
FIGURE 5.6

Three variations on this scheme are shown in Fig. 5.7. The operating system mg y
be at the bottom of memory in RAM or it may be in ROM at the top of memory or ths
device drivers may be at the top of memory | in a ROM and the rest of the systemin
RAM down below. The first model was formerly used on mainframes and
minicomputers but is rarely used any more. The second model is used on some
palmtop computers and embedded systerﬁs. The third model was used by early
personal computers (e.g., running MS-DOS), where the portion of the systemin the

ROM is called the BIOS (Basic Input Output System).

Operating System Operating System
in in
ROM ROM
User
Process
User
Process
Operating Syst User
rating oystem Process ;
A Operatmg System
RAM RZ‘M
(A) (B) (C)
__/
FIGURE 5.7
Advantages

(1)  The major advantage of this scheme lies in its simplicity.
(2) It does not require great expertise to understand or use such a system.

[126]
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pisadvantages
(1) Poor utilization of memory. v
@) Poor utilization of processors (waiting for 1/0)

(3) Process is limited to the size of available main memory

57 Fived Size Partition Memory Allocation (Partitioned memory
allocation-static)

g—

s scheme divides the memory into a number of separate fixed area, each of

Thi
which can hold one process as shown in fig 5.8.
ok
OPERATING SYSTEM
100k -
Pngggif A _ Ppartition 1 200k
sook I 2020724 =
PROCESS B | Partition 2 300k
(200k)
7
600k ///////////// ? //////‘/3 T\/{"':;‘\ - ,
o e fragns
L Partition 3 400k Y
w2771

FIGURE 5.8
ry is consisting of three area, of size 200k, 300k
Given that the operating
hree processes could
artitioned memory

As shown in figure 3.8, the memo
and 400k respectively, each of which holds a process.
System can support simultaneous execution of processes, all't
be active at any time. This scheme is also known as p

allocation-static.
areas in

Ea g . '
¢h partition will typically contain unused space, illustrated by the shaded
nternal

fig, .
,i 5.8. The occurrence of wasted space in this way is referred to as |
9Mentation; the word ‘internal’ in this context refers to wastage within the space
[127]
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éllocated to a process. This scheme was used for early patch sSysSt:(:Tdatr)ld it
good for those systems where space requirement of ajproce e eayj,

known before hand.

Advantagcs :
iy Simple and easy to implement.
iDisadvantages :

()  The fixed partition sizes can prevent a process being run due tq the
unavailability of a partition of sufficient size.

(i) Internal fragmentation wastes space which, collectively, could accommodat,
another process.

These problems are solved by the next scheme.

Variable Sized Partition Memory Allocation (or partition memory
allocation-dynamic)

The obvious cure for the fixed partition problems is to allow the partitions to be
variable in size at load time. In other words, to allocate the exact amount of memory
to the process it requires. Processes are loaded into consecutive areas until the
memory is filled, or, more likely, the remaining space is too small to accommodate
another process. This process is shown in fig. 5.9.

0k
, OPERATING SYSTEM
100k
PROCESS A
250k
PROCESS B
450k
PROCESS ¢
750k
7 7777
. // AVAILABLE
1000k K227/ PPACE //
FIGURE 5.9 [ Variable Partition Allocation j
[128]
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s scheme 1S also known as partition memory afiocat

i iti ion- - 3
ecification: we mean that partitions are createg - on-Dynamic. B
partition sizes 1o process sizes in

y dynamic
. o 9 process processing so as
termi '
en a process ter Inates, the space it occupied is freed and become l
s available

ing of a new
for the loading process. As processes terminate and s i
pears as a series of pace is freed, the

o space ap 'holes' betwee '

:Perating system must attempt to load an incomri]ntg ep?:ct::sesni]ri:jysareas' o
enough to accommodate it. It can often happen that a new process canno:) s:itlar:ge
hecause none of the holgs is large enough even though the total free space is ?no?g
than the required size. This situation is illustrated in fig.’5.10. in which Process B
has terminated. Suppose a new process D enters and requires 300K. Here we
have 450K unused space, but we cannot allocate this space to process D.
nistribution of the free memory space in this fashion is termed external
fragmentation. (Recall that internal fragmentation occures in the fixed partition
heme: ‘internal’ implies ‘within' the space allocated to a process', while 'external’

refers to space out with any process allocation).

% [TOPERATING SYSTEM '
100k :
'PROCESS A
250k .
7/{4/5//// e« 20K
150k ////// Y
PROCESS C
"]
// FREE 7/ FREE = 250K
2 e 1000k ///////
FIGURE 5.10
“escing of Holes
i ill terminate
i ll:frequen'fly - \ppens that a process adjacent to one or n?ore hoﬁ V\SnIIWhiCh o
e ity space allocation. This results in two or three adjacent NoI€s i
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sed as a single hole, as shown in fig 5.11 in whigh

then be viewed and utli red to as coalescing of holes, and s , sig

X
i ctis refer o,
C has terminated. The effe . e )
factor in maintaining fragmentation within usable lim 5,
//— \
Ok [TOPERATING SYSTEM
100k
PROCESS A

0 /"f”/"/)"j////
- /)’:i{{f'?fi/rfeg//%

750k

3 holes coalesce
(Total free space =
750 k)

1000k |

" FIGURE 5.11

5.8.2 Storage Placement Policies

N . : :

When new processes have to be loaded using the variable partition scheme, itk

n ] 1 . ) > ’
ecessary 1o try to select the 'best locations in which to place them; i.e. to sekc

. . y will a|| .
(i) First fit polioy o 12KB of the 13KB plock to the proe®™

can a : ' ; |
cCommodate it |); Placed in the first available hole""

o will allocate 12kg
of the 14KR
block of
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(iii) Worst fit policy : The memory manager places a process in the largest block

of unallocated memory available. To furnish the 12KB request again, worst fit
will allocate 12KB of the 19KB block to the process, leaving a 7KB block for

future use.

7KB l
14KB 12KB
v
19KB 12KB
10KB
A\
13KB i 12KB
Primary Memory Best Fit First Fit Worst Fit
FIGURE 5.12
Advantages :

(i)

(i)
(i

It facilitates multiprogramming, hence, more efficient utilization of the processor

and I/O devices.

The algorithms used are simple and easy to implement.

It requires no special costly hardware.

Disadvantages :

(i)
(i

(i

Fragmentation can be a significant problem.

Even if memory is not fragmented, the single free area ma); not be large enough

for a partition.

It requires more momory than a single process system in order to hold more

than one process. | ' 0
[131]
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5.8.3 Compaction (or Relocatable Partitioned memory managemen,

When partitioning creates multiple holes in memory, it is possible to COmbing e
all into one big one by moving all the processes downward as far as POssiblg, n:’
technique is known as Memory Compaction. It is a solution to the problemI
external fragmentation.

{

o

ok 0k
OPERATING SYSTEM OPERATING SYSTEM
100k 100k
PROCESS A , PROCESS A
B V77777777, 250k
FREE /
SPACE / /
— ///////// 7 PROCESS C
Process C
moved 550k
PROCESS C
Compacted free
vy . space =450k
7777777777, /
FREE
/ SPACE / ‘
1000k YL 00777777, |

FIGURE 5.13

For example the memory map of 5.13 (a) can be compacted as shown in the fig.
5.13 (b), the two holes of sizes 200K and 250K can be compacted into one hole of the
size 450K. Now itis possible to allocate the memory to a new process D of size 300K

There is the decision to be made as to when and how often to perform the compaction
for example, we could compact the memory :

e  as soON as any process terminates

e  when a new process cannot load due to fragmentation
° at fixed intervals

° when the users decides to

In practice, the compaction scheme has seldom been used due to the fact that ¥
overheads and added complexity tend to m

inimise i e nofv
compacted scheme. elits advantaggs over th
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